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Context caching is widely adopted to reduce the dominant prefill cost for long prompts across various large

language model (LLM) applications. Recently, position-independent caching (PIC) has emerged to improve KV

cache reuse beyond strict prefix matching. However, the required KV caches often reside in a persistent remote

store in realistic deployments, making KV transfer the new bottleneck on time-to-first-token (TTFT). Existing

KV compression techniques are primarily designed for long contexts. Since text chunks in PIC are much

smaller, they fail to deliver sufficient compression and/or lead to substantial generation quality degradation.

In this work, we propose CatKV, an end-to-end PIC serving system for efficient KV cache reuse. Specifically,

we devise a context-adaptive mixed-precision compression scheme in CatKV, which combines SVD factoriza-

tion with adaptive scalar quantization in latent space. Given a target compression ratio, CatKV automatically

determines the SVD and quantization configurations by analyzing the singular-value spectrum using the

elbow method. To improve system efficiency, CatKV offloads online compression of cold text chunks to the

CPU for asynchronous execution and exploits grouped factorization across chunks to further reduce storage

consumption. Furthermore, CatKV introduces a six-stage layer-wise pipeline to reduce end-to-end latency. Ex-

tensive experiments demonstrate the superiority of CatKV across 3 PIC algorithms, 4 benchmarks, and 3 LLMs.

In particular, CatKV achieves 2–5× faster TTFT and 6–10× higher compression ratios compared to baselines,

all while preserving model accuracy. CatKV is open-source at https://github.com/AlayaDB-AI/CatKV.git.
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1 Introduction
Large Language Models (LLMs) are widely deployed in real-world applications, e.g., personal

assistants, question answering and healthcare [30, 31, 40, 55, 56, 62], but they often hallucinate

when processing domain-specific queries beyond their internal training data. Retrieval-Augmented

∗
Work done during internship at AlayaDB.AI.

†
Dr. Bo Tang is the corresponding author.

Authors’ Contact Information: Jie Xu, Southern University of Science and Technology, Shenzhen, China,

12432713@mail.sustech.edu.cn; Renjie Liu, Southern University of Science and Technology, Shenzhen, China, li-

urj2023@mail.sustech.edu.cn; Yi Li, Beijing Institute of Technology, Zhuhai, China, 3120252145@bit.edu.cn; Bo Tang,

Southern University of Science and Technology, Shenzhen, China, tangb3@sustech.edu.cn.

This work is licensed under a Creative Commons Attribution 4.0 International License.

© 2026 Copyright held by the owner/author(s).

ACM 2836-6573/2026/9-ART266

https://doi.org/10.1145/3837104

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 266. Publication date: September 2026.

https://orcid.org/0009-0009-9962-7092
https://orcid.org/0009-0007-4332-2762
https://orcid.org/0009-0008-0749-9189
https://orcid.org/0000-0001-8424-0092
https://github.com/AlayaDB-AI/CatKV.git
https://doi.org/10.1145/3837104
https://orcid.org/0009-0009-9962-7092
mailto:12432713@mail.sustech.edu.cn
https://orcid.org/0009-0007-4332-2762
mailto:liurj2023@mail.sustech.edu.cn
mailto:liurj2023@mail.sustech.edu.cn
https://orcid.org/0009-0008-0749-9189
mailto:3120252145@bit.edu.cn
https://orcid.org/0000-0001-8424-0092
mailto:tangb3@sustech.edu.cn
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3837104


266:2 Jie Xu, Renjie Liu, Yi Li, and Bo Tang

Remote Storage GPU CPU

KV Load

KV Load

Compute

Compress

KV Load

(a) Default PIC: Fetch KV cache from remote storage.
Good quality but heavy I/O bottleneck

(b) PIC + Compression: Fetch compressed KV cache.
Degraded quality and/or insufficient compression

(c) CatKV (Ours): Context-aware compression with pipelining.
Good quality and latency-free KV transfer

Compress

time

KV Load

Reduction

KV Load
Compute

Compute

Compress

Compute

KV Load
Compute Compute

Compress

time

time

Fig. 1. Execution patterns of default PIC [2, 17, 21, 63, 65] with existing compression methods [5, 20, 36, 37, 64]
and CatKV, where KV Load is the loading of remote KV caches, Compute is the prefill computation, and
Compress is the compression of newly generated KV caches.

Generation (RAG) [15, 23, 24, 33, 42] addresses this by fetching external knowledge chunks, yet

this incurs substantial computation in the prefill stage, where the generation of Key-Value (KV)

cache becomes the dominant bottleneck for time-to-first-token (TTFT). While prefix caching

techniques [9, 11, 27, 70] attempt to mitigate this by skipping redundant prefill tasks, their benefits

are severely constrained by the strict requirement of identical token prefixes, a condition that rarely

holds in dynamic RAG workloads characterized by multiple, unordered text chunks [17, 65].

To enhance KV cache reuse, emerging algorithmic approaches focus on relaxing matching

constraints. Specifically, recent systems [2, 17, 21, 63, 65] propose position-independent caching
(PIC), which directly reuses the KV cache of text chunks without requiring identical token prefixes,

and selectively recomputes high-deviation KV caches to ensure high LLM generation quality (which

we refer to as PIC correction). Empirical results demonstrate that this PIC scheme speeds up the

prefill stage by 2-4 × while maintaining comparable generation quality to prefix caching.

While PIC increases the KV cache reuse ratio, this approach often requires persistently storing the

historical KV caches of retrieved text chunks, substantial storage demands. This storage overhead is

further amplified in industrial RAG deployments, where the massive scale of enterprise knowledge

bases necessitates offloading KV caches to persistent remote storage tiers [4, 26, 48, 49]. For example,

the entire MSMARCO[39] dataset contains ∼600 million tokens and the total KV cache size reaches

∼50 TB with Mistral-7B model. This far exceeds the capacity of a single machine. In this scenario,

the KV cache required by a single user request, typically involving 10K to 30K context tokens,

needs to be fetched from the remote storage before model generation can proceed.

This extra KV cache transfer from remote storage has not yet received much attention, as

previous efforts primarily assume the KV caches of text chunks are always kept in the same GPU

memory sharing the same context [27, 70] or can be quickly delivered via fast interconnects [8, 71].

Nevertheless, as subsection 2.2 will detail, this data movement overhead can be non-trivial for

default PIC execution. As shown in Figure 1(a), when KV caches are stored in remote storage such

as S3 [47] and EBS [46], KV cache loading becomes the clear bottleneck during LLM prefill and

PIC correction stage due to the limited network bandwidth, thus slowing down the TTFT in LLM

generation. As a result, PIC methods fail to deliver their desired benefits in real-world deployments.
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To reduce the KV cache footprint, a common practice is to apply KV cache compression [5, 12,

20, 36, 37, 61, 64] by storing the KV tensors in low-precision representations. Existing compression

approaches fall into three categories: (i) scalar quantization (SQ) [20, 37] which represents raw KV

tensors in low-bit representations such as 4-bit and 2-bit precision; (ii) singular value decomposition

(SVD) [5, 64] that employs SVD-based low-rank factorization to KVmatrices and truncates along the

latent channels; and (iii) bit compression (BC) [36] that applies quantization to delta-transformed

cache values. However, these methods are primarily designed for long-context scenarios, whereas

PIC workloads typically involve short, independent text chunks. In particular, SQ approaches

are observed to degrade LLM generation quality when using a quantization bit-width of 4 bits or

less [20, 37, 64]. Similarly, SVD and BC compression cause a performance drop beyond a compression

ratio of 4× [57, 69]. As a result, they are suboptimal under the new data distribution and can lead

to substantial compression errors when facing outlier values. As depicted in Figure 1(b), they lack a

sufficient compression ratio, making the LLM prefill still I/O-bound, and/or downgrade the model

generation quality, failing to strike a good balance in between. Furthermore, as pre-computing KV

caches for all text chunks in advance is impractical for a large knowledge base, they require to

compress the KV caches online for cold text chunks (chunks that are not used before) and introduce

extra GPU computation overhead.

Our solution CatKV. In this work, we systematically explore the correlation between compression

ratio and model performance in PIC workloads. We analyze the limitations of pure SVD methods

under small KV chunks and explore the potential opportunities for combining SVD with SQ

techniques. Through extensive experimental study on the data distribution of SVD-decomposed

factors, we empirically find that applying SQ on top of SVD with a few high-precision values can

achieve a superior compression ratio while preserving model accuracy. Inspired by this insight, we

propose CatKV, an end-to-end PIC-based system for efficient KV cache reuse from a remote KV

store. To eliminate the I/O transfer bottleneck (see Figure 1(c)), CatKV includes a context-adaptive

compression approach to represent KV cache tensors in mixed precision. Specifically, CatKV first

decomposes the KV tensors by SVD factorization and applies adaptive SQ in latent space. A novel

two-stage approach is devised to determine compression-related hyper-parameters based on the

statistical distribution of each context. Given a target compression ratio, CatKV first determines

the SQ groups by identifying the elbow-point of the singular value spectrum. Then, CatKV selects

an appropriate bit width for each SQ group. With a concrete SQ configuration, CatKV finally

determines the number of retained ranks for SVD.

We implement CatKV on top of vLLM [27], one of the most popular LLM serving frameworks.

Based on this new compression scheme, CatKV dispatches the online compression task to the

CPU for asynchronous execution, preventing it from blocking the LLM prefill kernels on GPU.

Moreover, we employ grouped SVD factorization across different text chunks to further reduce the

remote storage consumption. During end-to-end execution,CatKV also adopts a deliberate six-stage

pipeline to squash the bubbles by overlapping data movement with CPU and GPU computation.

We conduct extensive experiments to verify the superiority of CatKV. The experimental results

show that CatKV constantly speeds up the TTFT by 2-5× and reduces the KV cache size by 6-10×,
all while preserving the same generation quality across 4 benchmarks, 3 LLMs and 3 PIC algorithms.

In summary, the key technical contributions of this work are:

• We observe that existing compression methods lack sufficient compression and/or degrade the

LLM generation quality in PIC workloads, and we systematically study the correlation between

compression configurations and generation quality.

• We propose an end-to-end PIC serving system CatKV for efficient KV cache reuse from remote

object storage.
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Fig. 2. Empirical analysis of storage and I/O bottlenecks in PIC serving systems, using Mistral-7B.

• We design a novel context-adaptive KV cache compression scheme with superior compression

ratio to reduce KV cache transfer overhead while preserving the model accuracy.

• We devise a suite of system optimizations to further boost the performance of CatKV, including
CPU asynchronous compression, grouped SVD factorization, and six-stage pipelining.

2 Background and Motivation
In this section, we first introduce the preliminaries of LLM in subsection 2.1, then we identify an

overlooked bottleneck in existing PIC serving systems in subsection 2.2.

2.1 Preliminaries of LLM
2.1.1 Large Language Model Basics. Large Language Models (LLMs), such as GPT [1], Llama [18],

and Qwen [62], are predominantly built upon the decoder-only Transformer architecture. Through

auto-regressive generation, the inference process generates the next token 𝑡𝑛+1 based on a sequence

of input tokens 𝑆 = {𝑡1, ..., 𝑡𝑛}. Specifically, the model estimates the probability distribution of the

next token 𝑡𝑛+1 by propagating hidden states 𝑯 ∈ R𝑛×𝑑
through 𝐿 transformer layers. At each layer

𝑙 , 𝑯 𝑙 ∈ R𝑛×𝑑
goes through an attention block and a feed-forward network, enabling the model to

weight antecedent tokens and capture dependencies within a high-dimensional latent space.

2.1.2 KV Cache Reuse Strategy. Modern LLM serving systems reuse previously computed KV

caches across requests to avoid redundant prefill computation and reduce TTFT. Based on their

requirements for prefix matching, existing approaches can be categorized into (i) Prefix Caching
and (ii) Position-Independent Caching.

Prefix Caching. Most systems such as vLLM [27], SGLang [70] directly use the precomputed KV

cache of a text chunk to skip its prefill computation if the text chunk appears at the prefix of the LLM
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input. This prefix matching follows the original mechanism in 𝑲 and 𝑽 generation, i.e., preserving

the same positional encoding and cross-attention with previous tokens. As such, prefix caching

does not affect LLM generation and the subsequent tokens will be identical to directly prefill on the

entire prompt. Yet, due to this strict requirement, its reuse ratio is limited in long-context scenarios.

For example, in RAG workloads that incorporate multiple text chunks into a single prompt, the KV

caches for all chunks except the first cannot be reused, as they fail to satisfy the prefix-matching

requirement for subsequent inputs [2, 65].

Position-Independent Caching. The strict prefix requirement in prefix caching substantially

limits KV reuse in dynamic long-context workloads (e.g., RAG), where the same retrieved chunks

may appear under different preceding tokens or in different orders. To reuse KV caches with

different prefixes, recent systems [2, 17, 21, 65] adopt position-independent caching (PIC). However,

PIC introduces incorrect cross-attention between text chunks, degrading the LLM generation

quality. To eliminate the impact of incorrect positional encoding, they apply inverse transformation

to remove the positional encoding when storing the precomputed KV caches and re-apply them

during prefill. To tackle the loss of cross-attention, they propose a series of algorithms to identify

the 𝑲 , 𝑽 matrices with high value deviation and apply dynamical recomputation them to restore

correct attention scores.

2.1.3 KV Cache Compression. While reusing KV caches significantly reduces computation over-

head, the accumulated 𝑲 and 𝑽 caches grow linearly with context length and quickly dominate the

memory and storage capacity. To mitigate this massive memory footprint, compressing KV cache

becomes a common practice. We classify the compression methods into three categories as follows.

Scalar Quantization (SQ). This method is widely used in KIVI [37] and KVQuant [20]. Round-

to-nearest quantization is a standard form of uniform scalar quantization [20, 37]. Considering a

𝑛-dimensional KV tensor 𝑿 , the 𝐵-bit integer quantization and dequantization process of 𝑿 [𝑖] is
formalized as:

𝑄 (𝑿 [𝑖]) =
⌊
𝑿 [𝑖] − 𝑧𝑋

𝑠𝑋

⌉
, 𝑿 ′ [𝑖] =𝑄 (𝑿 [𝑖]) · 𝑠𝑋 + 𝑧𝑋 , (1)

where 𝑧𝑋 = min𝑿 = min{𝑿 [1], · · · ,𝑿 [𝑛]} is the zero-point, and 𝑠𝑋 = (max𝑿 −min𝑿 )/(2𝐵 − 1)
is the scaling factor, and ⌊·⌉ denotes the rounding operation.

KV cache quantization is typically performed in a group-wise manner, where elements sharing

similar numerical characteristics are quantized using a shared scaling factor and zero-point. Prior

work has shown that the choice of grouping dimension plays a critical role in preserving attention

accuracy, as different dimensions exhibit distinct value distributions (especially ranges) and error

sensitivity [37]. Specifically, per-channel quantization groups elements along the channel dimension,

assigning one quantization scale to each channel. Per-token quantization groups elements along the

token dimension, using a quantization scale for each token.

Singular Value Decomposition (SVD). It is commonly used to construct low-rank approximations

of matrices, e.g., SVDq [64] and xKV [5]. Formally, for a given matrix𝑾 ∈ R𝑚×𝑛
, the decomposition

is given by𝑾 = 𝑼𝚺𝑽⊤. Here, 𝑼 and 𝑽 denote the orthogonal matrices of left and right singular

vectors, respectively, while 𝚺 contains the corresponding singular values in descending order. By

retaining only the top-𝑟 singular values, the approximation can be formulated as

𝑾 ≈ 𝑨𝑩, 𝑨 = 𝑼 𝑟 , 𝑩 = 𝚺𝑟𝑽
⊤
𝑟 , (2)

where 𝑼 𝑟 ∈ R𝑚×𝑟
and 𝑽 𝑟 ∈ R𝑟×𝑛

correspond to the top-𝑟 singular vectors and 𝚺𝑟 ∈ R𝑟×𝑟
contains

the top-𝑟 singular values. By applying it to the 𝑲 and 𝑽 matrices, this low-rank factorization reduces
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the KV cache storage cost from𝑚𝑛 to 𝑟 (𝑚 + 𝑛), where𝑚 and 𝑛 denote the token count and total

hidden dimension, respectively.

Bit Compression (BC). Recent studies, e.g., CacheGen [36] and LLM.265 [61], treat the KV

cache as a continuous bitstream, optimizing for minimal bitrate at a given distortion threshold.

These methods employ a non-linear or multi-stage encoding pipeline involving transformation,

quantization, and entropy coding. Formally, given the input KV tensor 𝑿 , an encoder E maps it

into a compact bitstream 𝑺 by exploiting statistical redundancies:

𝑺 = E(𝑿 ), 𝑿̂ =D(𝑺), (3)

where D is the corresponding decoder that reconstructs the approximation 𝑿̂ from the stored

bitstream 𝑺 . These approaches typically leverage the data distribution and token-wise locality of

KV caches to eliminate redundancy when encoding tensors into bitstream.

2.2 The Overlooked Performance Bottleneck

Persistent KV store in PIC.While PIC can significantly reduce the complexity in prefill compu-

tation, it requires a persistent KV cache store which does not fit in the storage capacity of a single

machine. As shown in Figure 2(a), the storage demand for storing the KV cache of all 71.8 GB text

chunks in the Wikipedia corpus reaches over 1.5 PB. Even on a smaller dataset, PubMed with raw

2.8 GB text size, its all KV caches require 59.3 TB storage. This is because, using Mistral-7B, the size

of the KV cache for a single token is 2(𝐾𝑉 ) × 32(𝐿𝑎𝑦𝑒𝑟 ) × 8(ℎ𝑒𝑎𝑑) × 128(𝑑𝑖𝑚) × 2(𝐵𝐹16) = 128𝐾𝐵.

As a single token in text is mainly around 4 to 10 bytes, storing KV caches expands the data footprint

by over 20K times. This large storage requirement far exceeds what a single machine can hold,

even with high-capacity SSDs. As Wikipedia-scale dataset is common in industry, a more practical

solution is to store them in persistent remote storage layer such as S3 [47] and EBS [46].

I/O bottleneck analysis in PIC. However, fetching the KV caches of matched text chunks from

remote storage causes substantial I/O overhead. We tested two representative PIC algorithms, i.e.,

CacheBlend [65] (denoted as CB) and EPIC [21], on 3 benchmarks (Musique [54], NeedleBench [28],

and RepoBench [34]), and reported the result in Figure 2(b). The KV caches are stored in a remote

S3 storage with 10 Gbps bandwidth. Note that the KV loading time includes both KV transfer from

remote to CPU memory, and the subsequent PCIe transfer to GPU memory. Yet, the PCIe time only

contributes to less than 5% of the total KV loading time as the PCIe has a much higher bandwidth

than inter-server network. The reported results confirm that remote KV loading contributes over

80% to the overall prefill latency, and the fraction can exceed 90% with EPIC. This is because EPIC

further reduces prefill overhead via lightweight correction, thereby making the system heavily

I/O-bound. Therefore, it is challenging to make PIC algorithms feasible as the I/O cost dominates

the end-to-end prefill time.

Adapting KV cache compressionmethods in PIC.As a well-studied practice, KV cache compres-

sion methods can reduce the KV cache size, leading to less I/O traffic for fetching KV caches from

remote. Inspired by them, we adapt existing KV cache compression methods to the PIC algorithm

CacheBlend [65] (CB) in this testing experiment. Interestingly, we observed all existing compression

methods have insufficient compression ratio and/or degrade the LLM generation quality, failing to

strike a good balance between compression and accuracy. In Figures 2(c) and (d), we report the

time decomposition, accuracy scores and compression ratio of different compression methods with

CacheBlend (CB), evaluated on NeedleBench using Mistral-7B. In particular, we adapt 4-bit and

2-bit scalar quantization into CB, which are denoted as SQ4 and KIVI, respectively. For SVD-based

compression methods and bit compression methods, we adapt SVDq [64] and CacheGen [36]
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(denoted as BC in this experiment) into CB, respectively. The results in Figures 2(c) and (d) show

that although KIVI and BC can reduce KV loading to approximately 50% of the total prefill latency,

they degrade the model accuracy by 3% and 8%, respectively, which is typically unacceptable in

production environments. Meanwhile, though SQ4 and SVDq do not pose significant impacts to

the model accuracy, they have insufficient compression ratio (e.g., almost 4×), making I/O still a

clear performance bottleneck.

Cracked GPU model computation. Apart from the unsolved I/O bottleneck by existing com-

pression methods, they also face significant bubbled GPU model execution. This is mainly caused

by online KV compression and multi-stage data transfers. Specifically, when a cold text chunk is

used for the first time, its freshly generated KV cache will need to be compressed before being

sent back to remote storage. A default way to do this is to compress the KV cache online after it

is produced. However, as shown in Figure 1(b), this makes the GPU compression on the critical

path, thereby blocking subsequent prefill kernels. Moreover, as previous solutions do not explore

resource overlap under remote KV store, they sequentially trigger remote I/O, PCIe transfers and

GPU kernels, incurring many fragmented operators blocking the prefill computation. As a result,

they lead to low resource utilization and high latency.

3 CatKV Architecture Overview
To overcome the limitations of adapted solutions, we proposeCatKV in this work, it is an end-to-end

PIC serving system for efficient KV cache reuse. Figure 3 depicts the architecture overview of

CatKV. It includes (i) a context-adaptive mixed-precision compression method combining SVD and

SQ to eliminate I/O bottleneck; (ii) CPU asynchronous compression and layer-wise pipelining to avoid
computation bubbles; and (iii) grouped compression to further reduce remote storage usage.

Specifically, there are two separate dependency paths in CatKV: 1 → 2 → 3 → 4 , and

1 → 2 → 5 → 6 . On the first path, incoming user requests and relevant text chunks are

scheduled by the Batch Controller, which is implemented on top of vLLM [27] to support continuous

batching [66]. When a request is scheduled for execution ( 1 ), its required KV caches are fetched

from remote storage, decompressed and stored in KV pages on GPU ( 2 ). Then, the PIC correction
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1  import CatKV
2
3 def inference(tokens, PIC_alg):
4    kv_state, cold_tokens = CatKV.fetch_kv(tokens)
5    input = embedding(cold_tokens)
6    for layer in layers:
7      q, k, v = project_kv(input)
8      k, v = CatKV.concat((k, v), kv_state)
9      k, v = CatKV.correct_kv(k, v, PIC_alg)
10     o = attention_func(q,k,v)
11   ...

Fig. 4. Three key APIs in CatKV.

module updates positional information and corrects biased KV tensors before sending them to the

attention kernel ( 3 ). After completing generation for the current request ( 4 ), on the second path,

CatKV offloads the KV cache of cold text chunks to CPU and executes our proposed compression

algorithm in the backend ( 5 ). Grouped compression is used to further reduce the storage footprint

at remote ( 6 ). Finally, compressed cold KV cache chunks are sent back to remote for future reuse.

PIC compatibility of CatKV. To support different PIC algorithms [2, 17, 21, 65] in a unified

framework, we conduct an in-depth analysis on their execution pattern. In particular, we observe

that these systems follow a similar workflow: they first concatenate the reused KV cache with

freshly generated KV, then recompute a portion of the KV tensors to recover cross-attention, and

finally use the corrected KV for attention computation.

Based on this, we provide three general APIs as shown in Figure 4. Specifically, upon receiving

a request, CatKV first invokes fetch_kv to retrieve cached KV chunks from remote storage and

determines the remaining cold text chunks. After the cold KV chunks are generated at each model

layer, CatKV concatenates them and the cached KV chunks with the concat operator. Subsequently,
the correct_kv performs KV recomputation to recover cross-attention and the corrected KV caches

are fed to the subsequent attention kernel. Based on this unified paradigm, CatKV is extensible to

all popular PIC algorithms, while providing unified system optimization on the backend, and we

will verify it in section 6.

4 Context-adaptive KV Cache Compression
In this section, we first analyze the core reasons why SVD-based KV cache compression methods

have insufficient compression ratio and degrade the LLM generation quality for PIC workloads

in subsection 4.1, then we propose our context-adaptive compression scheme in subsection 4.2,

and last we discuss the overhead, robustness and limitations of the proposed compression scheme

in subsection 4.3.

4.1 SVD Factorization in PIC
The straight-forward way to use SVD for KV cache compression is to factorize the 𝑲 and 𝑽 matrices

into latent space and retain only the top-𝑟 singular values. It is a common practice to compress KV

cache under long-context scenarios [6, 51, 64, 69]. However, directly applying SVD factorization

in PIC workloads is insufficient as it cannot achieve both good compression ratio and high LLM

generation quality, simultaneously. The core reasons are as follows.

R1: Reduced token size per chunk. Existing SVD methods primarily focus on long-context

inputs, i.e.,𝑚 ≫ 𝑛 as shown in Equation 2. However, in PIC, the number of tokens in a text chunk

is similar to the channel dimension, i.e.,𝑚 ≈ 𝑛. This change leads to insufficient compression ratio

using the same SVD rank configuration. For instance, when 𝑚 ≫ 𝑛, retaining 50% of the rank
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Fig. 6. The end-to-end compression workflow of CatKV.

brings around 50% reduction in size, as the size of matrix 𝑩 is negligible to the size of 𝑨. However,
when𝑚 ≈ 𝑛, retaining 50% of the rank leads to negligible reduction in size because the size of

𝑩 is almost the same as the size of 𝑨. It means that directly applying SVD leads to inadequate

compression ratio in PIC workloads.

R2: Low-rank potential of KV cache. In Figure 5(a), we visualize the change in accuracy by

varying the number of retained singular values of the 𝑽 matrix and the pre-RoPE 𝑲 matrix (i.e.,

the 𝑲 matrix removing the positional encoding, RoPE [50]). The results present that in order to

preserve similar model accuracy, the number of retained rank should be over 25%. In other words,

to provide a good LLM generation quality, SVD factorization would only have up to 2× compression

ratio. Unfortunately, this is insufficient in practice and still incurs significant I/O bottleneck.

R3: Exponential decay along latent channels. As shown in Figure 5(b), both the value range

and variance decay exponentially along the latent channels of the matrix 𝑩. It is reasonable because
the 𝚺 matrix has exponentially decaying singular values along the diagonal. When 𝚺𝑟 multiplies

with 𝑽⊤𝑟 , every singular value is multiplied along each row of 𝑽⊤𝑟 , propagating its distribution.

The decay in the magnitude of 𝑩 across latent channels reveals non-uniform channel importance,

highlighting the suboptimality of vanilla SVD-based compression.

4.2 Context-Adaptive Compression Scheme
In CatKV, we propose a context-adaptive compression scheme to achieve both good compression

ratio and high LLM generation quality, simultaneously. As illustrated in Figure 6, SVD is first

applied to the original KV cache to obtain the 𝑨 and 𝑩 matrices, and then SQ is used to further

compress the dense values into low-bit representations. This extra SQ stage provides two main

advantages to KV cache compression: (i) it adds another layer of compression, further increasing

the compression ratio; (ii) it relaxes the SVD rank configuration under the same memory budget,

namely retaining more ranks, thereby better balancing compression ratio and model accuracy.

To achieve this optimal balance, we first formally formulate the relationship between the target
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Table 1. Accuracy and relative error under different SQ configurations using Mistral-7B. C, T and R denote
per-channel, per-token and per-rank quantization. Vanilla SVD and SVD+SQ use the same retained rank.

configuration Relative Error (↓, %) Accuracy (↑)
Key Value NeedleBench

Vanilla SVD 3.42 12.89 76.96

SVD+SQ (𝑨T, 𝑩C) 49.85 31.88 0.19

SVD+SQ (𝑨R, 𝑩C) 48.97 32.25 0.35

SVD+SQ (𝑨T, 𝑩R) 28.06 25.49 70.92

SVD+SQ (𝑨R, 𝑩R) 26.09 25.89 72.21

compression ratio and its underlying parameters. Let the original KV cache be stored in 𝑏0 bits

per element, and the average bit-widths of the two quantized factors be
¯𝑏𝐴𝑙

and
¯𝑏𝐵𝑙

. Discounting

negligible metadata overhead, the aggregated compression ratio (CR) at layer 𝑙 is formulated as:

CR𝑙 =
𝑇 · 𝐷 · 𝑏0

(𝑇 · ¯𝑏𝐴𝑙
+ 𝐷 · ¯𝑏𝐵𝑙

) · 𝑟𝑙
, (4)

where𝑇 is the prompt token count,𝐷 is the total hidden dimension, and 𝑟𝑙 is the number of retained

ranks at layer 𝑙 . Hence, maximizing generation quality for a target CR𝑙 requires minimizing

quantization error under this constraint. This is non-trivial, as it raises two key research challenges:

(i) along which dimensions should 𝑨 and 𝑩 be quantized to preserve subspace distributions? and (ii)

how to allocate precisions (¯𝑏𝐴𝑙
and ¯𝑏𝐵𝑙

) to maximize fidelity?

4.2.1 Determining the Optimal Quantization Dimension. To determine along which dimensions

the 𝑨 and 𝑩 matrices should be quantized, we analyze their value distribution along different

dimensions and visualize the results in Figure 7.

Regarding the 𝑨matrix, as depicted in Figure 7(a), we find that the value distribution is near-

isotropic with no obvious pattern for outlier values, indicating that magnitude-based heuristics are

insufficient. Therefore, we determine the SQ direction by evaluating the relative error of matrix

reconstruction and end-to-end generation quality on PIC workloads. The results are reported in

Table 1. It shows that applying per-rank quantization to 𝑨 yields both lower relative error and

higher accuracy compared to per-token quantization. This motivates us to use per-rank SQ for the

𝑨matrix to effectively preserve the original subspace distribution.

For the 𝑩 matrix, as shown in Figure 7(b), the multiplication with singular values induces a

significant reduction of the value magnitudes along the rank dimension. In this case, the leading

ranks of 𝑽⊤𝑟 are multiplied with large singular values, see Equation 2, while other ranks form a
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Table 2. Accuracy and relative error under different SQ configurations using Mistral-7B. (𝑨) means SQ is
applied to matrix 𝑨, same for 𝑩. The SQ direction is aligned with subsubsection 4.2.1.

configuration Relative Error (↓, %) Accuracy (↑)
Key Value NeedleBench

Vanilla SVD 3.42 12.89 76.96

SVD+SQ (𝑨) 7.64 18.42 75.66

SVD+SQ (𝑩) 25.15 22.24 72.33

SVD+SQ (𝑨, 𝑩) 26.09 25.89 72.21
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Fig. 8. Precision allocation on 𝑩.

long tail with much smaller values. As such, we adopt per-rank quantization on the 𝑩 matrix to

prevent the few outliers in the leading rank from affecting all other normal ranks. The relative

reconstruction error and accuracy analysis of the 𝑩 matrix in Table 1 also confirms our observation.

4.2.2 Automatic Precision Allocation. Having determined the quantization dimensions for both

𝑨 and 𝑩, identifying the optimal
¯𝑏𝐴𝑙

and
¯𝑏𝐵𝑙

in Equation 4 remains challenging, as it requires

maximizing the compression ratio without compromising model accuracy. A straight-forward way

is to allocate a fixed precision like 4 bits to all elements in the 𝑨 and 𝑩 matrices. However, this

simple allocation scheme incurs a significant accuracy drop, as shown in Table 2.

Opportunities for mixed precision. We conduct an in-depth analysis of the root causes of

quantization error in Table 2. Specifically, the results present that it is the fixed quantization on the

𝑩 matrix that leads to the high relative error after reconstruction. We find that the cause comes

from biased estimation of the first few ranks in 𝑩. Following previous work [64], we assume the

elements in each rank of 𝑩 follow a uniform distribution. Then the expectation of the square

absolute error 𝜀 for a given rank is E(𝜀2) = 1

12

𝑅2

2
2𝑏 , where 𝑏 is the bit-width and 𝑅 is the value range

of all elements in a rank. Meanwhile, we observe that the variance of the 𝑩 matrix along the rank

dimension decreases dramatically after the first few ranks, as shown in Figure 5(b). This indicates

that the leading ranks exhibit a significantly larger dynamic range, thereby contributing to the

majority of the estimation errors. Therefore, it inspires us to preserve original precision for the first

few ranks in the 𝑩 matrix, thus, to reduce the error associated with SQ along the rank dimension.

Figure 8(a) illustrates the effect of mixed precision on model accuracy, which exhibits a clear

convexity. In particular, we observe that keeping just the first few dominant ranks in high precision

helps reduce the reconstruction error significantly and recover most of the model accuracy loss.

Moreover, with more ranks being stored in the original precision, the benefit starts to shrink.

This diminishing return suggests the existence of a point which is good enough to compensate
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Algorithm 1: Context-Adaptive Compression in CatKV
Input :Key/Value matrix 𝑿 , Target compression ratio CR, bits 𝑏high, 𝑏low, Chunk length 𝑇 ,

Hidden size 𝐷

Output : 𝑨̂, 𝑩̂high, 𝑩̂low, 𝑘
∗

𝑼 , 𝚺, 𝑽⊤ ← SVD(𝑿 ); S ← diag(𝚺)
𝑘∗ ← Kneedle(S) // Find maximum curvature point

𝑟 ← Equation 4 // Calculate retained rank

𝑨← 𝑼 𝑟 ; 𝑩 ← 𝚺𝑟𝑽⊤𝑟 // Truncate to rank 𝑟

𝑨̂←Quantize(𝑨, 𝑏low)
𝑩̂high, 𝑩̂low ←Quantize(𝑩, 𝑏high, 𝑏low, 𝑘∗)
return 𝑨̂, 𝑩̂high, 𝑩̂low, 𝑘

∗

compression ratio for model accuracy. As such, this motivates us to find a proper configuration on

the precision allocation to achieve a desired tradeoff in between.

Precision allocation algorithm. The point starting from which the curve starts to stabilize is

often referred to as the Knee or Elbow point of a curve. The brute force way to search this point

is to evaluate the validation accuracy for every possible rank index and select the point with the

largest diminishing return. However, it is impractical due to its prohibitively high computational

and latency cost. To efficiently identify this point, we instead search for the elbow point on the

singular value spectrum S = {𝜎1, . . . , 𝜎𝑅} across all ranks, see Figure 8(b). Specifically, as discussed
before, the quantization error is directly related to the magnitude of the singular value. Therefore,

the elbow point of the singular value curve can serve as an effective approximation for the optimal

configuration on the model accuracy curve. We employ the Kneedle algorithm [45] for a light-

weight implementation to automatically detect this elbow point 𝑘∗ on the singular value spectrum.

As a result, the selected 𝑘∗ partitions the ranks into two groups: the leading ranks {1, . . . , 𝑘∗}
are quantized with full precision 𝑏0 to preserve dominant signals, while the subsequent ranks

{𝑘∗ + 1, . . . , 𝑘𝑅} are quantized to 𝑏𝑠 to maximize compression. Empirically, we find that using 4-bit

quantization for the 𝑏𝑠 is sufficient for compression while not affecting the model accuracy.

Pseudo-code of Context-adaptive compression in CatKV. Algorithm 1 summarizes the end-

to-end workflow of our proposed context-adaptive compression approach in CatKV. Specifically,
upon obtaining the KV cache of a text chunk, it first performs approximate SVD to get 𝑼 , 𝚺 and

𝑽⊤ via torch.svd_lowrank(). The initial rank is determined by the target compression ratio with

an aggressive 4-bit quantization. The elbow point 𝑘∗ is then identified using the Kneedle algorithm

on 𝚺 to separate high-precision and low-precision rank groups. Combining the target compression

ratio in Equation 4, the final rank 𝑟 is then computed to generate the𝑨 and 𝑩 matrices. Last, the two

matrices are quantized with mixed precision. In online decompression, the compressed matrices

are dequantized and multiplied to reconstruct the original KV cache.

4.3 Discussions

Relations to SVDq. Although SVDq also uses mixed-precision SQ on top of SVD, our method

differs from SVDq in two ways: (i) SVDq compresses only the product of 𝑼 𝑟 and 𝚺𝑟 and lacks

analysis on the 𝑽 𝑟 matrix, which leads to insufficient compression in PIC scenarios; and (ii) SVDq

adopts a manually fixed precision allocation to control quantization error, which in practice can

not achieve the desired compression-accuracy tradeoff. In contrast, our approach determines the
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Fig. 10. Elbow points across models, layers, and workloads.

precision boundary adaptively based on the singular value spectrum of the specific prompt, enabling

a more flexible and tailored allocation of quantized precisions.

Overhead of mixed-precision quantization.We compare the single-layer latency, including

both remote I/O transfer cost and decompression cost, across different solutions. Each layer has 10

text chunks and each chunk has 512 tokens, and all decompression process are conducted on GPU.

The results are depicted in Figure 9. While CatKV has slightly higher decompression time (0.82

ms) compared to uniform-precision baselines, i.e., SQ4 (0.43 ms) and SVD (0.35 ms), its superior

compression ratio effectively reduces the remote I/O transfer cost. Consequently, the reduction in

I/O transfer time fully offsets the decompression overhead, allowing CatKV to achieve the lowest

overall latency.

Robustness and stability of elbow. Figure 10 reports the elbow points of the singular value

spectrum across different models, layers, and workloads. The results show that the 𝑘∗ remains stable

across various configurations, suggesting the strong generalizability and robustness of our proposed

elbow-based method. Note that in extreme cases such as ultra-high compression requirements

where the singular value spectrum lacks a valid knee, practices like setting a predefined threshold

could be adopted as practical fallbacks.

Limitations of context-adaptive compression in CatKV.While our proposed context-adaptive

compression scheme inCatKV is effective in general, its superior compression performance depends

on the inherent low-rank structure of the KV caches. For emerging model architectures where

this low-rank property possibly could be weak, CatKV may yield diminishing returns, limiting the

achievable compression ratio.

5 CatKV System Optimizations
In this section, we improve the performance of CatKV by devising a suite of system optimization

techniques.
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5.1 CPU Asynchronous Compression
In a large external knowledge base, it is usually impractical to pre-compute the KV caches of all

text chunks beforehand due to substantial preprocessing overhead. A more feasible approach is to

instantiate the KV cache on demand when a cold text chunk is included in the prompt, and send

the compressed KV caches back to the persistent remote storage for future reuse. Here we denote

the cold text chunks as the chunks that have not been used by any request before. As cold text

chunks trigger online KV cache compression after the prefill computation, it blocks the execution

of subsequent GPU model computation kernels and introduces extra latency on the critical path.

As shown in Figure 11, the prefill computation takes 1.06 seconds on an 8K-token context, whereas

our context-adaptive compression incurs an additional 0.91 seconds time cost, slowing down the

end-to-end model computation by 90%.

To eliminate this extra overhead, we propose to decouple the online compression from the critical

path of model computation by offloading the compression operations to CPU. As illustrated by the

path 1 → 2 → 5 → 6 in Figure 3. Specifically, CatKV maintains a (𝑠𝑡𝑎𝑟𝑡, 𝑒𝑛𝑑) index tuple for
each cold text chunk, marking out the index range of its KV cache in all tokens’ large KV matrices.

Upon completion of each model layer’s prefill stage, CatKV slices the large KV matrices using the

index tuples to obtain a list of generated KV caches for each cold text chunk. Then the sliced KV

caches are asynchronously offloaded to CPU memory through PCIe in a separate CUDA stream.

This allows CatKV to seamlessly launch the prefill computation of the next layer without blocking.

On the CPU side, sliced KV caches are captured by a producer thread which pushes each KV cache

chunk into a queue. To maximize CPU utilization, a pool of consumer workers fetches the KV
caches from the producer queue and conduct online compression. By compressing KV caches of
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cold text chunk asynchronously on the CPU, we prevent it from blocking the GPU computation

and thus speed up the end-to-end latency in the critical path.

Another advantage of the asynchronous CPU compression is that it can serve as a layer of local

KV cache to mitigate the I/O overhead of loading KV cache from remote storage for future prompts.

In particular, we maintain a local hash map on the CPU to determine whether a requested KV

cache chunk exists in current GPU memory waiting for compression. If there is a cache hit, we

directly return the KV cache in memory as the result without sending the actual I/O request, further

reducing the I/O traffic and latency. However, compressing the KV cache of a text chunk on CPU

takes more time than the model computation, as shown in Figure 11. It means that compression

tasks may accumulate in the task queue on CPU and possibly exceed the available CPU memory

capacity. To investigate whether this could become a system bottleneck, we test 200 requests from

the 2WikiMQA dataset at a request rate of 2 req/s with the Mistral-7B model, and we use 32 CPU

cores for asynchronous compression. Figures 13(a) and (b) show the memory footprint and cache hit

ratio on CPU, respectively. It confirms that as more compression tasks reside on CPU, the cache hit

ratio increases and thus fewer new cold chunks come in. This allows the CPU workers to gradually

keep pace with the workload over time and maintain the queue length within a stable, bounded

range. As such, the hash map-based caching significantly reduces the memory footprint of CPU

compression and prevents it from blocking the GPU inference kernels. In extreme scenarios, e.g.,

constrained CPU memory or degraded cache hit rates, gracefully aborting compression jobs upon

out-of-memory (OOM) and re-triggering compression on future cache misses serves as a viable

fallback mechanism.

5.2 Grouped KV Compression
As discussed in subsection 5.1, a single request may include multiple cold text chunks for generation,

and their generated KV caches need to be compressed before sending to the remote storage. Inspired

by the fact that retrieved text chunks within a single RAG prompt exhibit semantic coherence,

we explore whether they also share a common latent space after SVD factorization. Note that we

use KV chunk to indicate the KV caches of a text chunk hereafter. In Figure 12, to evaluate the

subspace similarity, we compute the principal angles between the 𝑩 matrix of a single KV chunk

and those of all KV chunks across model layers. The results show that both the 𝑩 matrices of the 𝑲
and 𝑽 matrices in a single KV chunk show a high similarity with the 𝑩 matrix generated using

all KV chunks. This motivates us to compress the cold KV caches in a group to further reduce the

storage demand.

Figure 14 depicts the proposed grouped compression and its comparison with the independent
compression. Specifically, independent compression applies SVD factorization to each cold KV chunk

separately, generating 𝑨 and 𝑩 matrices for each KV chunk. Considering the similarity of the 𝑩

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 266. Publication date: September 2026.



266:16 Jie Xu, Renjie Liu, Yi Li, and Bo Tang

Table 3. CPU compression time w/ and w/o chunk grouping.

Length Method Layer Chunk Request

4K (4 × 1024)

w/o Group 0.06s 0.28s 1.01s

w/ Group 0.08s — 1.06s

8K (8 × 1024)

w/o Group 0.08s 0.29s 1.84s

w/ Group 0.14s — 1.80s

Table 4. Average relative error using Mistral-7B.

Dataset Matrix w/o GC w/ GC

NeedleBench

Key 7.93 8.94

Value 18.40 22.02

2WikiMQA

Key 7.87 9.70

Value 16.86 24.40

matrix across KV chunks in a single request, independent compression leads to redundant matrices

and thus requires a higher storage demand. As such, to utilize the latent space similarity, grouped

compression first concatenates all cold KV chunks, for example a group of 𝑠 chunks, along the token

dimension, leading to a large 𝑲 ∈ R(𝑚 ·𝑠 )×𝑛 and 𝑽 ∈ R(𝑚 ·𝑠 )×𝑛 . On the large concatenated matrix,

SVD factorization is applied to generate two matrices 𝑨 ∈ R(𝑚 ·𝑠 )×𝑟 and 𝑩 ∈ R𝑟×𝑛
by retaining only

the top-𝑟 singular values. Then, as previously introduced in subsubsection 4.2.2, mixed-precision SQ

is applied to each 𝑨 ∈ R𝑚×𝑟
in {𝑨1, ...,𝑨𝒔} and one 𝑩 matrix with automatic precision allocation

to form the final compressed matrices. By this means, we only need to store one 𝑩 matrix for all 𝑨
matrices in the group. Considering𝑚 ≈ 𝑛 for each KV chunk, this grouped compression leads to

2𝑠/(𝑠 + 1) times storage reduction compared to independent compression.

This grouped compression also reduces the I/O traffic during online KV loading. If a future

prompt requires multiple KV chunks that share the same 𝑩 matrices, the 𝑩 matrix only needs to be

loaded once from remote storage. Empirical results on the 2WikiMQA dataset show that among

cache-hit requests (i.e., requests that reuse at least one cached KV chunk), 8% share at least two

KV chunks, suggesting opportunities to share the retrieval of their 𝑩 matrices. To this end, we

incorporate I/O request deduplication in CatKV. Specifically, before sending each batch’s I/O request,

CatKV performs a set operation on the I/O read requests for 𝑩 matrices, and by using the matrix

id as identifier, multiple requests to the same 𝑩 matrix will be combined into one single request.

As such, fewer I/O requests will be sent, thus further reducing the online I/O overhead. Moreover,

CatKV maintains a reverse map on the GPU to link each 𝑩 matrix with its corresponding 𝑨 matrix

to achieve accurate online decompression.

Grouped compression overhead. Table 3 reports the compression latency with and without

grouped compression. The results show that, though the per-layer compression time increases with

chunk grouping, the overall request-level latency remains stable as the total workload is unchanged.

That is to say, while grouped compression leads to a heavier load of one single compression task,

the number of tasks decreases and the total computation cost for all layers remains identical. As

such, grouped compression does not impose extra overhead to CPU execution.

Impact on accuracy. To explore whether grouped compression introduces additional estimation

error and potentially influences LLM generation, we evaluated the relative error of the reconstructed

KV matrices for both grouped and independent compression. As reported in Table 4, the results
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Fig. 15. Six-stage layer-wise serving pipeline in CatKV.

reveal distinct behaviors for the Key and Value caches. Specifically, we observe that grouped

compressionmaintains a high fidelity for the Key cache, with a reconstruction error of approximately

10%. In contrast, it has a more pronounced impact on the Value cache, where the relative error

increases to 10–30%. This indicates that the Key cache is more robust than the Value cache to our

proposed grouped compression. Therefore, to preserve similar LLM generation quality, we only

apply grouped compression to the Key cache while still using independent compression to the

Value cache. However, we note that in scenarios facing extreme storage bottlenecks, extending

grouped compression to the Value cache remains a practically useful trade-off at the cost of a

marginal increase in reconstruction error.

5.3 Layer-wise Asynchronous Pipeline
The default method to conduct model serving is to process different batches and layers sequentially;

for each input prompt, the system first loads its required KV cache chunks from remote storage, then

transfers the concatenated KV caches to GPU, and finally performs prefill and decode computation

to generate output tokens. After the final answer is generated, the system offloads the cold KV

cache to CPU for asynchronous compression and meanwhile starts processing the next prompt.

This is inefficient because the GPU model computation needs to wait for its slow remote I/O and

PCIe transfer. To enable fine-grained scheduling to fully saturate GPU on the critical path, we

implement a deliberate pipeline to overlap I/O and computation across consecutive LLM layers.

The key difference from previous layer-wise pipelines [9, 35, 43] is that we simultaneously handle

both the receiving I/O for compressed KV caches from remote storage and the sending I/O for cold

KV chunks to CPU memory.

Figure 15 depicts the six-stage serving pipeline of CatKV. Specifically, for one batch of prompts,

on receiving the remote KV cache chunks of the first layer, the CPU launches the model computation

kernels on the GPU and meanwhile sending I/O requests and host-to-device (H2D) transfers for the

next layer. Since we empirically observe that the KV decompression and repositioning procedures

are lightweight on GPU (incurring less than 10% overhead, see the highlighted green in Figure 15),

we place them sequentially right before the transformer layer computation in the same CUDA

stream. After generating this layer’s full KV caches, the cold KV chunks are sent to CPU in a

separate stream while the GPU continues to perform the decomposition and model computation of

the next layer. When complete cold KV chunks are received on CPU memory, the asynchronous

CPU compression engine then performs at the backend and then sends them back to the remote

storage as discussed in subsection 5.1.

This fine-grained six-stage pipeline ensures concurrent processing for different components

across transformer layers. For example, when the model computation is executing layer 𝑙 , the KV

cache of layer 𝑙 + 1 is transferred to GPU through PCIe, the KV cache of layer 𝑙 + 2 is fetched from

remote, and the generated cold KV cache chunks of layer 𝑙 − 1 is sent back to CPU memory for

asynchronous compression. Since the network and PCIe transfers are full-duplex, CatKV utilizes
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the full bandwidth of both downloading and uploading without interference with each other. As

such, this pipeline allows CatKV to overlap remote I/O, PCIe data transfer and GPU computation,

by which the model computation can more effectively saturate GPU resources throughout the

whole serving process.

6 Experimental Evaluation
In this section, we conduct extensive experimental evaluation on CatKV to verify its superiority

over the competitors. In particular, there are three questions to answer:

• Does CatKV affect model accuracy in various PIC workloads?
• Can CatKV achieve better compression ratio than baselines?
• Can CatKV outperform existing solutions in terms of TTFT?

6.1 Experimental Setup

Models and hardware settings. We evaluate CatKV across 3 LLMs: Mistral-7B [53], Llama

3.1-8B [18], and Qwen 2.5-14B [62]. All experiments were conducted on a server equipped with

two NVIDIA RTX 4090 GPUs, 1TB memory and two AMD EPYC 9554 64-Core CPUs. The server

connects to remote S3 [47] storage with 10 Gbps Ethernet and the PCIe bandwidth connecting CPU

and GPU is 22 GB/s.

Datasets andworkloads.Our evaluation covers the following types of workloads and benchmarks:

• Multi-hop QA: This workload requires combining facts from multiple chunks to generate the

answer. We sample 200 questions from 2WikiMQA [19] and 150 questions from MuSiQue [54]

for the complex reasoning scenario.

• Long-context Retrieval: This workload evaluates the model’s ability to locate information in

extensive contexts. We sample 200 tasks with varying levels of information density from

NeedleBench [28] to simulate the needle-in-a-haystack scenario.

• Repository-level Code Intelligence: We sample 300 tasks from RepoBench [34] to evaluate the

model in large software projects. This requires the model to leverage the contexts of multiple

files and understand their dependencies for code completion.

Metrics.We compare CatKV with alternative systems by:

• Time-To-First-Token (TTFT): TTFT measures the latency from the input prompt to the generation

of the first token. It is crucial in real-time interactions for a responsive user experience.

• Compression Ratio (CR): CR is the ratio of the original KV cache size to the compressed size. A

higher CR indicates a greater reduction in storage and remote I/O traffic.

• F1-score: We use the F1-score in 2WikiMQA, MuSiQue and NeedleBench to measure the token

overlap between the generated response and the ground truth.

• Code Similarity Score: For code generation tasks in RepoBench, we use code similarity score to

evaluate the similarity between the generated code snippets and the reference implementation,

capturing both structural and semantic alignment.

• Exact Match (EM): EM is a stringent metric requiring the output to exactly match the ground

truth, used as a rigorous check to ensure no semantic degradation.

Competitors. We evaluate 3 popular PIC methods: CacheBlend [65], EPIC [21], and KVShare [63].

CacheBlend recomputes KV caches based on KV deviation, EPIC recomputes a fixed number of

tokens at the prefix, and KVShare uses the accumulated deviation of the attention scores to identify
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Fig. 16. TTFT and score of CatKV and baselines. CatKV delivers 2–5× lower TTFT than the default PIC
solution while preserving the original model accuracy.

incorrect tokens. We compare CatKV with their default implementation and variants by adding

representative KV cache compression algorithms:

• KIVI [37]: KIVI is a representative SQmethod, we use KIVI’s tuning-free asymmetric quantization

for the 2-bit and 4-bit quantization with group size and residual dimension set to 64.

• CacheGen [36]: CacheGen is the state-of-the-art cloud KV cache transmission method based on

bitstream compression.

• SVDq [64]: We use SVDq to represent SVD-based methods. While SVDq primarily targets Key

caches, we extend its low-rank approximation also to Value caches for a fair comparison.

6.2 Overall Performance Evaluation

TTFT reduction. Figure 16 illustrates the model accuracy and TTFT of CatKV and 5 compared

solutions across all 4 benchmarks and 3 LLMs. CacheBlend is the default PIC algorithm. The result

confirms that CatKV achieves a 2-5× TTFT reduction compared to the representative compression

methods while preserving similar LLM generation quality with CacheBlend. The superior efficiency

of CatKV mainly stems from two parts: (i) a higher compression ratio that significantly reduces
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Table 5. EM scores across benchmarks. The best and second best results are marked as bold and underlined.

Method CR NeedleBench 2WikiMQA MuSiQue RepoBench

CacheBlend 1 69.5 18.5 17.3 8.7

SVDq 3 69.0 19.5 16.0 8.3

SQ4 4 70.5 18.5 16.7 9.3
KIVI 5.3 66.5 16.5 14.0 8.0

CacheGen 6 67.0 19.5 11.3 7.7

CatKV 8 71.0 19.0 16.0 8.7
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Fig. 17. CatKV reduces the KV cache footprint by 6–10× compared with the default PIC serving system,
while incurring only a negligible accuracy drop.
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Fig. 18. Performance evaluation by varying request rates.

remote KV cache transfer overhead; and (ii) a six-stage fine-grained pipeline to overlap GPU model

computation with other data transfers. SVDq and SQ4 generally achieve similar model accuracy with

CatKV and CacheBlend but shows much longer TTFT due to insufficient compression ratio, causing

significant I/O bottleneck. KIVI and CacheGen yield much better TTFT but harm model accuracy

by over 5% in 6 out of 12 cases due to the aggressive use of low-bit approximations, i.e., 2-bit SQ,

which leads to substantial estimation errors. Notably, despite its high compression ratio, CacheGen

in some cases has longer TTFT than SQ4. This is because the complex decompression logic of

CacheGen introduces significant computational overhead adding to GPU model computation on

the critical path. Note that CatKV even yields better model accuracy than CacheBlend on 3 out

of 12 cases. This is mainly due to the KV correction mechanism of PIC algorithms which may

recompute compressed KV caches with high estimation errors.

EM evaluation. To rigorously evaluate generation quality, we compare the EM scores of different

methods using the Mistral-7B. The results are reported in Table 5. It is clear that KIVI and CacheGen

suffer from substantial quality degradation, especially on benchmarks NeedleBench andMuSiQue. In

contrast, CatKV yields EM scores on par with CacheBlend, and achieves a much higher compression

ratio than SVDq and SQ4. Thus, it suggests that CatKV effectively preserves the semantic integrity

of the context via the proposed context-adaptive compression.
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Fig. 20. Performance analysis using Mistral-7B.

KV cache compression ratio. Figure 17 shows the changing of accuracy on Mistral-7B with

different compression ratios of CatKV and other competitors across 4 benchmarks. The 4-bit version

of KIVI is the same as SQ4, we refer both as KIVI in Figure 17. SVDq only has a point in Figure 17 as

it used fixed parameter, the same as CacheGen. The results show that CatKV consistently achieves

the best accuracy among all competitors. Specifically, CatKV can achieve similar or better model

accuracy than baseline solutions using just 30% to 50% of their KV cache sizes. The gap is more

significant in the high compression ratios (e.g., 6-8×), where KIVI and CacheGen suffer severe

accuracy degradation due to quantization errors, while CatKV maintains robust performance with

a negligible accuracy drop (<3%). In particular, CatKV achieves near-lossless model accuracy even

under aggressive compression configurations on RepoBench. This further verifies the effectiveness

of our proposed mixed-precision approach combining SVD and SQ. Notably, increasing the KV

cache size occasionally degrades accuracy, e.g., on MuSiQue and RepoBench. This counterintuitive

result could be attributed to the attention dilution phenomenon [13, 32], where longer contexts

tend to introduce distracting tokens. Consequently, with the growth of KV cache size, more noisy

tokens are correctly represented and thus more likely to be attended. Similar experimental results

are also observed in existing KV cache compression studies [37, 64].

Request rate evaluation. Figure 18 reports the average TTFT and throughput of CatKV under

various request rates. We compare CatKV against CacheBlend, SVDq and SQ4 as they do not affect

model generation quality. As shown in Figure 18, CatKV achieves the best TTFT and throughput

among all cases, and the improvement is more pronounced with higher request rates. In particular,

the throughput of baselines saturates at approximately 0.5 req/s, and this leads to exponential TTFT

increases under higher loads. In comparison, CatKV maintains a consistently low TTFT even at

1.5 req/s and achieves a peak throughput up to 3× higher than the baselines. This improvement

stems from the reduced I/O latency and overlapped execution. With the mixed precision and

asynchronous CPU compression, CatKV achieves the highest compression ratio and successfully
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Table 6. Effect of grouped compression (w/ vs. w/o).

Datasets KV Size (GB) F1-score

2WikiMQA

CacheBlend 84.0 26.8

w/o GC 25.9 26.2

w/ GC 17.0 26.3

NeedleBench

CacheBlend 91.0 76.2

w/o GC 15.5 76.1

w/ GC 11.1 75.9
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Fig. 21. Remote I/O latency and request TTFT analysis.

hides the I/O and CPU execution within the GPU model computation. Additionally, short TTFT for

PIC workloads directly translates to high throughput as the prefill phase dominates the generation

cost of long input contexts.

6.3 Effectiveness Study

Ablation study. Figure 19 depicts the contribution of each devised technique to the end-to-end

speedup across benchmarks. Compared with CacheBlend (denoted as raw in Figure 19), introducing

adaptive compression (+C) effectively reduces I/O latency, yielding a 1.41× speedup on NeedleBench.
Interestingly, adaptive compression degrades the performance to 0.85× on 2WikiMQA. This disparity

stems from the much lower chunk cache hit ratio on 2WikiMQA, and in this case the system

performs heavy online compression sequentially with model computation on GPU. Consequently,

this compression overhead is directly exposed on the critical path, outweighing the I/O benefits.

To resolve this issue, we offload the compression asynchronously to the CPU (+CA). The results

show that CPU-asynchronous compression effectively hides this overhead from the critical path

and boosts the speedup to around 1.4×. Furthermore, grouped compression (+CAG) reduces both

the remote storage size and I/O traffic by sharing one 𝑩 matrix over multiple 𝑨matrices, yielding

further speedup. Last but not least, layer-wise pipelining (+CAGP) maximizes hardware utilization

by fully overlapping execution stages, propelling the end-to-end normalized speedup to over 2×
across two workloads.

Effect of SVD and SQ in CatKV. To validate the necessity of applying SQ over SVD, we conduct

a decomposition of SVD and SQ on the NeedleBench using Mistral-7B. Specifically, we compare

CatKV against vanilla truncated SVD and SVD combined with scalar quantization (SVD+SQ4).

As shown in Figure 20(a), CatKV exhibits the least model accuracy degradation, offering the best

accuracy-compression tradeoff. Even at an aggressive 20× compression ratio, CatKV retains 95%

relative accuracy. Notably, SVD+SQ4 under-performs pure SVD at low compression ratios because

SVD already incurs little truncation error, while SQ adds dominant noise to the sensitive basis

matrix 𝑩, outweighing the benefit of slightly higher ranks. In contrast, pure SVD collapses at
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Fig. 23. TTFT of CatKV with different settings.

high compression ratios because it must aggressively reduce rank. CatKV avoids both failure

modes by keeping error-sensitive low-rank components in high precision and quantizing residuals

aggressively, achieving the best tradeoff across compression budgets.

Grouped compression. Table 6 validates the effectiveness of grouped compression mechanism in

CatKV using the Mistral-7B model across 2 benchmarks. To ensure a fair comparison, we maintain

the identical truncation rank for SVD in both with grouped compression and without grouped
compression. Specifically, grouped compression applies a shared basis matrix 𝑩 to cold chunks

instead of storing them individually. The results show that, in the high-compression scenarios,

grouped compression significantly reduces memory consumption by 20–30% while incurring

negligible accuracy degradation.

Network bandwidth and I/O stability analysis. Figure 20(b) illustrates the sensitivity of TTFT to

network bandwidth under a 16K context workload. CatKV’s performance saturates early at approx-

imately 10 Gbps, indicating that the bottleneck shifts from I/O transmission to GPU computation.

In contrast, other methods require substantially higher bandwidth (e.g., >20 Gbps) to reduce TTFT,

whereas CatKV reaches near-optimal performance with a standard 10 Gbps connection. Figure 21

illustrates the request latency distributions of remote I/O and end-to-end execution. The results

show that while the tail latency in remote I/O is long due to network fluctuations, the overall TTFT

remains stable. This is reasonable as the prefill stage contains 32 layers, and each layer overlaps the

remote I/O load with GPU compute operations. It is mostly unlikely that 32 layers all hit the tail

latency. As such, isolated I/O delay in some layers has a minimal impact on the overall TTFT.

Other PIC algorithms. Figure 22 shows that CatKV is compatible with 3 representative PIC

algorithms. To ensure a fair evaluation, we precomputed the reusable KV cache across all requests,

thereby eliminating potential bias from the retrieval phase itself. The results on Mistral-7B indicate

CatKV maintains accuracy comparable to the uncompressed baseline. These results suggest that

CatKV is orthogonal to PIC algorithms, serving as a transparent compression layer that does not

impair downstream correction efficacy.

Batch size and context length. Figure 23 presents that CatKV consistently minimizes TTFT

across varying batch sizes and context lengths. Figure 23(a) shows that with a fixed 16K context,
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CatKV exhibits the slowest latency growth as batch size increases, significantly outperforming

baseline. Figure 23(b) suggests that CatKV maintains a substantial speedup as context length scales

from 1K to 20K. The TTFT improvement of CatKV stems from its high compression ratio, which

effectively mitigates the transmission bottlenecks inherent in existing solutions.

7 Related Work

Context compression. Prior work has reduced prefill cost by compressing prompts or caching

knowledge-related intermediates. LLMLingua [22, 41] compresses long prompts via token pruning

under a budget, enabling faster inference. Other works like [25, 26, 67] targets RAG workloads by

caching intermediate states of retrieved knowledge or graph structures to reduce TTFT.

KV cache management. Serving systems extensively optimize KV cache allocation and reuse.

vLLM [27] introduces PagedAttention for efficient KV cache management and supports prefix

caching to avoid redundant prefill computation. SGLang [70] further enables fast prefix reuse with

RadixAttention. Other works [3, 14, 43] build hierarchical KV stores and cache-adaptive scheduling

to reuse KV caches for multi-turn or agentic workloads. Beyond prefix reuse, PromptCache [17]

exposes a modular schema to precompute and reuse attention states of recurring prompt segments.

More recently, PIC reuse methods [2, 21, 63, 65] reuse KV caches of chunks beyond strict prefix order.

CatKV addresses a specific PIC deployment challenge by compressing small, reusable chunk-level

KV caches to reduce remote KV transfer overhead while preserving accuracy.

Sparse attention. Sparse attention aims to accelerate long-context inference by selectively attend-

ing to a subset of tokens, thereby reducing attention computation and KV cache size. Early works

adopt static sparsity [29, 59, 60], where predefined patterns derived from empirical observations

are fixed during decoding. Dynamic sparse attention methods [7, 10, 44, 52, 58] select important KV

pairs at runtime based on attention approximation or lightweight retrieval mechanisms. Trainable

sparse attention [16, 38, 68] further learns sparsity patterns through auxiliary modules, allowing

the model to retain sparsity while closely approximating full attention behavior. While sparse

attention targets attention computation, CatKV optimizes KV cache reuse at the system level. The

two are orthogonal and can be used together.

8 Conclusion
In this work, we architect CatKV, a high-performance serving system for Position-Independent

Caching (PIC) workloads. The core of CatKV is a context-adaptive compression scheme. By lever-

aging the elbow method to automatically determine precision configurations based on the singular-

value spectrum, CatKV achieves aggressive KV cache compression while preserving original model

accuracy. To further improve system efficiency, it introduces CPU asynchronous compression,

grouped compression, and a six-stage layer-wise pipeline. The TTFT of CatKV is consistently

faster than compared competitors by 2-5×, and CatKV reduces KV cache storage by up to 10×.
The promising direction for future work is exploring fine-grained, multi-group quantization for

emerging and complex workloads, which further improves the compression ratio.
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